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Abstract Bike sharing systems need to be properly rebalanced to meet the demand of users and to operate successfully. However, the problem of Balancing Bike
Sharing Systems (BBSS) is a demanding task: it requires the design of optimal
tours and operating instructions for relocating bikes among stations to maximally
comply with the expected future bike demands. In this paper, we tackle the BBSS
problem by means of Constraint Programming (CP). First, we introduce two different CP models for the BBSS problem including two custom branching strategies
that focus on the most promising routes. Second, we incorporate both models in a
Large Neighborhood Search (LNS) approach that is adapted to the respective CP
model. Third, we perform an experimental evaluation of our approaches on three
different benchmark sets of instances derived from real-world bike sharing systems.
We show that our CP models can be easily adapted to the different benchmark
problem setups, demonstrating the benefit of using Constraint Programming to
address the BBSS problem. Furthermore, in our experimental evaluation, we see
that the pure CP (branch & bound) approach outperforms the state-of-the-art
MILP on large instances and that the LNS approach is competitive with other
existing approaches.
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1 Introduction
Bike sharing systems are a very popular solution to provide bicycles to citizens in
a simple and cheap way. The idea is to install bike stations at various points in
the city, from which registered users can easily loan a bike by removing it from
a specialized rack. After the ride, the users may return the bike at any arbitrary
station (provided that there is a free rack). This service is mainly public or semipublic, often initiated to increase the attractiveness of non-motorized means of
transportation, and is typically almost free of charge for the users. This, among
other reasons, is why bike sharing systems have become particularly popular and
an essential service in many large cities all over the world.
Bike stations have specific patterns regarding when they are empty or full. For
instance, in cities where most jobs are located near the city centre, the commuters
can cause specific peaks in the morning: the central bike stations are filled, while
the stations in the outskirts are emptied. Furthermore, stations located on top of
a hilly region are more likely to be empty, since users are less keen on cycling up
a hill and thus less keen on returning a bike to such a station. These differences
in flows are one of several reasons why many stations have extremely high or low
bike loads over time, which often causes difficulties: on the one hand, if a station
is empty, users cannot loan bikes from it, thus the demand cannot be met by
the station. On the other hand, if a station is full, users cannot return bikes and
have to find alternative stations that are not yet full. These issues can result in
substantial user dissatisfaction which may eventually lead users to abandon the
service. This is why nowadays most bike sharing system providers take measures
to rebalance them.
Balancing a bike sharing system is typically done by employing a fleet of trucks
that move bikes between unbalanced stations, often overnight. More specifically,
each truck starts from a depot and travels from station to station in a tour, executing loading instructions (adding or removing bikes) at each stop. After servicing
the last station, the truck returns to the depot.
Finding optimal tours and loading instructions is a challenging task: the problem consists of a routing problem combined with the problem of distributing singlecommodities (bikes) to meet the demand. Furthermore, since most bike sharing
systems typically have a large number of stations (≥ 100), but a small fleet of
trucks, the trucks can only service a subset of stations in a reasonable time, thus
it is also necessary to decide which stations should be balanced.
In this work, we tackle the problem of balancing bike sharing systems by using
Constraint Programming (CP). First, we formulate the problem as two different
CP models: a routing model based on the classical Vehicle Routing Problem (VRP)
formulation, and a step model that takes a planning perspective of the problem. We
discuss both models in detail and compare their performance in an experimental
evaluation. Second, we use the two CP models as a basis for a Large Neighborhood
Search (LNS) search strategy that is customized to exploit the features of the
respective CP model [8].
This work extends our previous work [8, 9] on BBSS in three ways. First,
the two models have been completely revised and improved with respect to their
original versions. In particular, both models are now able to handle revisits, i.e.,
vehicles are allowed to visit the same station multiple times, some constraints have
been transformed into more efficient DFA-based and scheduling propagators, and
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the routing model is now equipped with a custom propagator that prunes the domains of the successor variable through a look-ahead scheme that reasons on the
working time of the vehicles. Moreover, both models are now coupled with two
custom branching strategies that focus the search on the most promising routes,
respectively cost-wise and feasibility-wise. In our computational evaluation we observe that, with the improved models, the pure CP (branch & bound) approach
outperforms the state-of-the-art MILP [13], in particular on hard instances. Furthermore, the models are now able to find feasible solutions even for those instances
for which it was impossible with our previous models.
Second, we give a more thorough comparison between the step and routing
model to better understand the source of the differences in performance of the two
models observed in [8]. Third, besides the instances of CityBike Wien we considered
in our previous contributions [8, 9], we tackle a wide range of additional realworld problem instances [7, 21] with different side-constraints. Both our constraint
models can be easily adapted to those different problem setups, demonstrating the
portability and flexibility of using CP over a problem-specific approach, such as
Variable Neighborhood Search (VNS), employed in the current state-of-the-art
solver [13]. Furthermore, our experimental evaluation shows that our approach is
highly competitive with existing approaches, providing good solutions even with
a short timeout.
All the employed problem instances [7, 12, 21] and the code of all our approaches are publicly available online from the authors’ webpages.
This paper is structured as follows: Section 2 provides the description of the
BBSS problem, including our notation, whereas Section 3 introduces our two CP
formulations for the BBSS: the routing model (Sect. 3.1), and the step model (Sect.
3.2). In Section 4 we discuss our LNS approach, and we present the real-world
problem instances employed in this study in Section 5. We report the outcomes of
our computational evaluation in Section 6 and Section 7 concludes the paper.

1.1 Related Work
Balancing bike sharing systems has become an increasingly studied optimization
problem in the last few years. Benchimol et al. [1] consider rebalancing as a hard
constraint to be satisfied and the traveling time as a cost to be minimized. They
study different approximation algorithms on various instance types and derive different approximation factors based on instance features. Furthermore, they present
a branch-and-cut approach based on an ILP formulation including sub-tour elimination constraints.
Contardo et al. [5] consider the dynamic variant of the problem and present
a MIP model, and Dantzig-Wolfe and Benders decompositions to tackle larger
instances.
Raviv et al. [14] present two different MILP formulations for the static BBSS
problem, i.e., where rebalancing is done only when the system is not used, and also
consider the stochastic and dynamic factors of demand in the objective function. In
the approach of Chemla et al. [4], a branch-and-cut approach based on a relaxed
MIP model is used in combination with a tabu search technique that provides
upper bounds.
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Schuijbroek et al. [17] propose a new cluster-first route-second heuristic, in
which the clustering problem simultaneously considers the service level feasibility
constraints and approximate routing costs. Furthermore, they present a constraint
programming model for the BBSS problem that is based on a scheduling formulation, and therefore differs significantly from our formulations.
Rainer-Harbach et al. [13] propose a heuristic approach for the BBSS problem, in which effective routes are calculated by a Variable Neighborhood Search
(VNS) meta-heuristic and the loading instructions are computed by a helper algorithm, where they study three different alternatives (exact and heuristic) as helper
algorithms.
Similarly to the approach in [1], Dell’Amico et al. [6] try to achieve the full
balancing of the system by means of four different MIP models, where a single
vehicle has to visit all the stations exactly once. They employ a specific branch
and cut approach for solving, and use the total traveling distance as the objective
to be minimized. Their approaches are tested on a set of real-world instances
that the authors have collected in cooperation with various bike sharing providers
across the world, and made publicly available [7].

2 Balancing Bike Sharing Systems
The problem of Balancing Bike Sharing Systems (BBSS) is concerned with finding
tours for a fleet of vehicles and the respective loading instructions for each stop
such that the bike sharing system is maximally balanced after the vehicles finish
their tour. Note, that we consider the static case of the BBSS problem, where
we assume that no bikes are moved independently between stations during the
balancing operation (in other words, we assume that there are no customers using
the service during balancing which can be a valid approximation for balancing
systems at night).
Depending on the requirement of each bike sharing provider, there might be
different side constraints for the BBSS problem. In this section we only present
the problem setup for the CityBike Wien bike sharing provider, that we use to
compare against the results on that benchmark set [13]. In Section 5, we will
highlight differences with respect to this formulation that are needed to tackle our
other benchmark sets.
Bike sharing systems consist of bike stations S = {1, . . . , S} that are distributed
all over the city. Each station s ∈ S has a maximal capacity of Cs bike racks
and holds bs bikes where 0 ≤ bs ≤ Cs . The target value ts for station s states
how many bikes the station should ideally hold to satisfy the customer demand.
The values for ts are derived in advance from a user demand model [16] where
0 ≤ ts ≤ Cs . For illustration, Fig. 1 depicts the bike station maps for two cities
from our benchmarks: Vienna and New York City.
An important requirement of the CityBike Wien bike-sharing provider is to
ensure monotonic loading of bikes, i.e., that bikes are only added or removed from
stations where necessary (without intermediate storage). Therefore, we introduce
two different station types: bike “sinks” and bike “sources”. Bikes may only be
added to sink stations, and bikes may only be removed from source stations. A
station is either a sink or a source, depending on its relative demand (if the number
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Fig. 1: Bike stations map of Vienna (left) and New York City (right), where the
current bike load is illustrated per station. The maps are taken from the websites
of the respective bike sharing provider (CityBike Wien for Vienna and Citibike
NYC for New York).

of bikes in the station is larger than the demand, the stations is a source, otherwise
it is a sink).
A fleet of vehicles V = {1, . . . , V } with capacity cv > 0 and initial load b̂v ≥ 0
for each vehicle v ∈ V, move bikes between stations to reach their target values.
Each vehicle v is associated with a depot dv ∈ D where it starts and ends its tour.
Thus, the set of possible stops in a tour is denoted Sd = S ∪ D. We have a time
budget of t̂v > 0 time units to complete the balancing operation (and after which
vehicle v has to have reached the depot). The travel times between all possible
stops are given by the matrix travelTime u,v where u, v ∈ Sd . In general, also
a further processingTime s component that accounts for the time needed by the
operations for servicing a station s is given. Usually, this component is a function
which linearly depends on the amount of transferred bikes (either from or to the
vehicle). However, in the CityBike Wien original formulation we tackled in our
previous works [8, 9], an estimate of the processing times needed to serve the
station was included in the travelTime data.
The goal is to find a tour for each vehicle including loading instructions for each
visited station. The loading instructions state how many bikes have to be removed
from, or added to the station, respectively. Naturally, the loading instructions must
respect the maximal capacity and current load of both the vehicle and the station.
Furthermore, each vehicle can only operate within its time budget t̂v and has to
distribute all loaded bikes before returning to the depot (i.e., the truck has to be
empty when returning to the depot).
After every vehicle has returned to the depot, each station s ∈ S has a new
load of bikes, denoted b0s . Obviously, the closer b0s is to the the desired target value
ts , the better the solution. Thus, our objective is to find tours that manipulate
the station states such that they are as close as possible to their target values.
Furthermore, we are interesting in finding a low-cost route rv for each vehicle
v ∈ V, so we also minimize the total travel time (which is equivalent to minimizing
the total traveling cost).
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Therefore, we introduce an objective function f that contains two components:
first, the sum of the deviation of b0s from ts over all stations s ∈ S, and second,
the travel time for each vehicle and service (loading instructions) of each station:
X 0
X X
X
f (σ) := w1
|bs − ts | + w2 (
travelTime u,w +
| service s |) (1)
s∈S

v∈V (u,w)∈rv

s∈S

Note that Equation 1 defines a scalarization over a naturally multi-objective
problem. Some points in the Pareto optimal set are hence neglected by construction. Our main reason for this choice is the need to compare with the current best
approaches [13], which employ an equivalent scalarization. Furthermore, to the
best of our knowledge, multi-objective propagation techniques are still a relatively
unexplored research area.
3 Constraint Models for the BBSS
In this section we present two constraint models for the BBSS problem, that
we call the routing and the step model. Then, we describe two custom branching
strategies that have been implemented (in the same way) for both models. The first
is a “cost-wise” branching strategy that seeks to optimize the objective function
at every step, the second is a “feasibility-wise” branching strategy that attempts
to build a feasible solution fast regardless of the attained cost, by sticking to a
simple invariant.
3.1 Routing Model
The routing model is an adaption of the CP model of the classical Vehicle Routing
Problem (VRP) described in [11]. The VRP model uses successor variables to
model the path of each vehicle. To these, we add service variables representing the
operations that must be performed at each station.
The essence of the graph encoding for the routing model is depicted in Figure 2
along with the elements of a possible solution. As in the VRP formulation proposed
in [11], the graph structure of the original problem G (lower layer) is encoded into
an extended graph GR (upper layer) that considers one replica of the starting depot
for each vehicle in order to identify each vehicle route as a sub-path in the graph
starting at that node. The successor of the ending depot for a given vehicle is set
to be the starting depot of the following vehicle (modulo the number of vehicles)
so that the problem reduces to finding a Hamiltonian circuit in the extended
graph. Moreover, service optionality is modeled by an additional “dummy” vehicle
vdummy , whose sub-path comprises all the stations that are left unserved.
We represent the nodes of GR in an ordered set U that we use to index the
decision variables:
Vs : start nodes (depot)
U = { 0, . . . , V,
station 1
V + 1,
V + 2,
station 2
...,
...
V + S,
station S
V + S + 1, . . . , 2V + S + 2
Ve : end nodes (depot)
}
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Fig. 2: Graph encoding of the BBSS problem employed in the routing model.
The lower layer shows the original graph, whereas the upper layer shows the encoded graph, in the case of two vehicles and a single visit allowed to each station.
Moreover, in the upper layer the edges selected in a possible solution are shown.
The sub-path starting at node 2 and ending at node 10 corresponds to the set of
unserved nodes.

It is important to notice that this adaptation of the VRP model to BBSS
relies on the assumption that stations are visited at most1 once. However, the
BBSS problem statement does not prevent a station to be visited multiple times
(by the same or by different vehicles). In order to handle multiple visits for each
station, we further extend the graph GR by considering a replicate of each node for
each allowed visit. That is, if at most M visits of the same station s are allowed,
the station will be mapped to the set of nodes {V + M (s − 1) + 1, . . . , V + M s}. We
denote by ω(i) the reverse mapping from a node i ∈ GR to its original counterpart
in G and by F the set of the first replicas of a station, i.e., F = {V + 1, V + M +
1, . . . , V + (S − 1)M + 1}
3.1.1 Variables
The variables of the routing model are summarized in Table 1. First, there are
successor variables, where succ i denotes the successor of node i. We also introduce
(redundant) predecessor variables to improve propagation [11]. The vehicle variables associate a vehicle to each node in the graph (the vehicle that will service
the node, or the dummy vehicle if the node is not serviced). The service variables represent the number of bikes that are loaded or unloaded at the respective
node. Related to those variables, activity are indicator variables that state whether
service is different from zero at a given node. The load variables, load i , contain the
load (number of bikes) that the vehicle (servicing node i) is holding after servicing
i. The time variables, time i , represent the time unit at which the vehicle servicing
1 Actually, in the basic variant of the routing model bike stations are visited exactly once,
either from a regular vehicle or from the dummy one.
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Table 1: Variables of the routing model, i is the index of a node, ω(i) is the station
corresponding to the node in the original graph.
Name
succ
pred
vehicle
service
activity
load
time
processing
nbBikes
deviation
cost

Dimension
U
U
U
U
U
U
U
U
U
S
1

Domain
U
U
V
[−c, +c]
[0, 1]
[0, cv ]
[0, t̂v ]
[0, u]
[0, Cω(i) ]
[0, Cs ]
[l, u]

Description
successor of i ∈ U
predecessor of i ∈ U
vehicle serving i ∈ U
transferred bikes at i ∈ U
transfers are taking place at i
load of vehicle v after i ∈ U
arrival time of v at i ∈ U
processing time at i ∈ U
number of bikes at i ∈ U before service
deviation from target at s ∈ S
overall cost of the solution

node i arrives at that node, whereas the processing variables represent the duration
of the servicing operations2 at node i. Finally, the nbBikes variables are needed
when multiple visits are allowed. Indeed, they will take care of recording of the
number of bikes at a given station before it is served by a vehicle. This value is
known in advance (and set to bs ) for the node representing the first visit to the
station, but for the subsequent visits it depends on the previous service on that
station.
As for the cost, the deviation variables state how much the load at station s
differs from the target demand after the balancing operations. Finally, the cost
variable contains the overall cost of the solution that we want to minimize (including the traveling costs).
We only search for the succ and the service variables, using the branching
strategies described in Section 3.3.
3.1.2 Constraints
For brevity, we summarize the constraints in Table 2, where we annotate the sideconstraints with the respective problem instance set, i.e., Vienna (V), mixed (M),
and New York City (N). First, we initialize the initial load of the vehicles and set
the services at the depot and the initial time unit to zero. Also the processing time
variables are set to zero, either for just the depots (M, N instances) or for all the
nodes (V instances). Moreover, the nbBikes for the first replicas of each station s
is set to the initial number of bikes bs .
Then, we post the routing constraints that conform to the constraints from the
classical VRP model formulation. In particular we impose the the succ and pred
variable to form a Hamiltonian circuit through the circuit global constraint.
We continue with the balancing constraints that deal with loading and unloading bikes at each visited station. First, we maintain the current load of the
vehicle after servicing node i. Second we ensure that the vehicles never exceed
their capacity. Third, a station i that is visited by a vehicle other than the dummy
vehicle has to be serviced. The next two constraints ensure that bike stations may
not exceed their capacity (Cs ), or have a negative load; then we state the monotonicity constraints (V instances). The last two constraints of this group deal with
2

It might be zero, if the estimate of processing time is included in the travelTimes.
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Table 2: Constraints of the routing model. The annotations on the right state
which constraints are part of which problem setup: CityBike Wien [V], Mixed
benchmarks [M], and Citibike NYC [N].
Initialization
load v = 0
service i = 0
service i = 0
load v = b̂v
time v = 0
processing v = 0
processing v = 0
nbBikes s = bω(s)
Routing
circuit(succ)
circuit(pred)
pred succ s = s
succ pred s = s
pred v = ŝ + v
succ ŝ+v = v
vehicle v = v
vehicle ŝ+v = v
vehicle succ i = vehicle i
vehicle pred i = vehicle i
succ i 6= j
pred i 6= j
Balancing
load succ i = load i − service i
load s ≤ cvehicle s
(vehicle s 6= V ) ⇐⇒ (service s 6= 0)
nbBikes s + service s ≤ Cs
nbBikes s + service s ≥ 0
nbBikes s+j = nbBikes s+j−1 + service s+j
service s ≤ 0
service s ≥ 0
activity v ⇐⇒ (service v 6= 0)
reg(1*0*, [activity s , . . . , activity s+M −1 ])
Time
time v
= time pred v + processing pred v +
travelTime pred v ,v
time succ v
=
time v + processing v +
travelTime v,succ v
time ŝ+v ≤ t̂v
time i + processing i + travelTime i,ŝ+vehicle i ≤
t̂vehicle i
unary([time s , . . . , time s+M −1 ],
[processing s , . . . , processing s+M −1 ],
[activity s , . . . , activity s+M −1 ])
Objective
P −1
deviation s = |bs + M
− ts |
j=0 service s+j
P
P
cost = w1 s∈S deviation s + w2 ( v∈S time ŝ+v

∀v ∈ Vs ∪ Ve
∀i ∈ Vs
∀i ∈ Ve
∀v ∈ Vs \ {V }
∀v ∈ Vs
∀v ∈ Vs ∪ Ve
∀v ∈ U
∀s ∈ F

[Instances]
[V,M,N]
[V,M,N]
[V,M,N]
[V,M,N]
[V,M,N]
[M,N]
[V]
[V,M,N]

∀s ∈ S
∀s ∈ S
∀v ∈ Vs
∀v ∈ Vs
∀v ∈ Vs
∀v ∈ Vs
∀i ∈ U
∀i ∈ U
∀i ∈ Vs , j ∈ {s ∈ S | bs < ts }
∀i ∈ Ve , j ∈ {s ∈ S | bs > ts }

[V,M,N]
[V,M,N]
[V,M,N]
[V,M,N]
[V,M,N]
[V,M,N]
[V,M,N]
[V,M,N]
[V,M,N]
[V,M,N]
[V,N]
[V,N]

∀i ∈ U
∀s ∈ S
∀s ∈ S
∀s ∈ S
∀s ∈ S
∀s ∈ F , j = 1, . . . , M − 1
∀s∈S : bs > ts
∀s∈S : bs < ts
∀v ∈ U
∀s ∈ F

[V,M,N]
[V,M,N]
[V,M,N]
[V,M,N]
[V,M,N]
[N]
[V]
[V]
[N]
[N]

∀v ∈ S ∪ Ve

[V,M,N]

∀v ∈ Vs ∪ S

[V,M,N]

∀v ∈ V
∀i ∈ S

[V,M,N]
[V,M,N]

∀s ∈ F

[N]

∀s ∈ F
P
+ s∈S |service s |)

[V,M,N]
[V,M,N]
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t̂v

s1

d1
s2

i
vehicle i ∈ {1, 3, 4}

.
..

d3

d4

sk
t

time i

time succ i

time dv > t̂v

Fig. 3: Illustration of the look-ahead propagator. Value s2 can be removed from
the domain of succ i if all two steps paths from i through s2 to a compatible ending
depot dv will exceed the corresponding time budget t̂v .

the model extension to multiple visits. In such a case, for symmetry breaking, the
replicas of a station should be visited in increasing order of their indexes, i.e., if
the j-th replica of a node is used, all preceding replicas {1, 2, . . . , j − 1} must also
be used. This is stated through a DFA-based regular expression constraint on the
value of the activity variables.
The next group of constraints concerns the times. First, we post travel and
processing time constraint for both successor and predecessor variables. Second,
we ensure that all vehicles arrive at the depot before the time budget is over. We
also implement a custom propagator that will perform a one-step look-ahead of
this constraint. The idea of this propagator (see Figure 3) is to prune a node s
from the succ i variable if all two-step-paths from i to an ending depot dv passing
through s will exceed the time budget t̂v . Finally, we ensure that in case of multiple
visits, the operations at a given station do not overlap in time. This is stated by
means of the unary scheduling constraint.
The last group of constraints deals with the objective. First, we define the
deviation from the demand for each station after the balancing operation. The
deviation corresponds to the term | b0s −ts | in the cost function in Equation (1). In
the general case of multiple visits, the total amount of service on the different visits
must be summed up. Second, we specify the overall cost of a solution according to
the original cost function of the problem. For a more detailed description of the
routing model we refer the reader to [9].
The dimensions of the routing model, given the size of the input, are reported
in Table 5.

3.2 Step Model
The step model considers the problem as a planning problem with a planning horizon of K steps, i.e., we try to find a route (with the respective loading instructions)
of maximal length K for each vehicle, where the first and the last stop are the
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service2,2,2 = −5
route
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1,2

2,2

3,2
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Fig. 4: Solution representation for the step model. The lower layer shows the
original graph, whereas the upper layer shows the decision variables of the step
model, i.e., the routes variables for two vehicles, and an example of the service
variables.
depot. We introduce the set of steps K = {0, . . . , K} where 0 is the initial state
and step K is the final state, thus each vehicle visits K − 1 stations.
The constant K is computed heuristically based on the problem instance at
hand, according to the following formula



maxv∈V tˆv
K=
+1 ×α
(2)
t̃ + ū
where t̃ is the median traveling time between stations, ū is the mean number
of bikes that need to be transferred for each station (this number is zero if the
processing times are not considered), and α is a correction factor that allows us
to extend the routes (in our setup, α = 1.2, thus extending the route length by
an additional 20%) so to allow a slight unbalance in the route lengths of different
vehicles.
In contrast to the routing model, this formulation allows us to directly represent
the route of each vehicle by a sequence of stations of fixed length, as shown in
Figure 4. This way we can formulate certain constraints more naturally, as we will
show in the following description of the model.
3.2.1 Variables.
All problem variables are summarized in Table 3. First, we introduce the routing
variables route, where route k,v denotes the k-th stop in the tour of vehicle v ∈ V.
Thus, the route variables range over the possible stops Sd . Second, we introduce
service variables where service k,s,v represents the number of bikes that are removed or added to station s ∈ S at step k ∈ K by vehicle v ∈ V and therefore
ranges over [−Cmax , Cmax ], where Cmax = maxs∈S {Cs } denotes the maximal capacity over all stations. The load of a vehicle is represented by the load variables
where load k,v is the load of vehicle v ∈ V at step k ∈ K before possible operations
will take place. Furthermore, the variables nbBikes k,s state how many bikes are
stored at station s ∈ S at step k ∈ K. We introduce K−1 = {0, . . . , K − 1} for the
set of steps excluding the last step and KS = {1, . . . , K − 1} is the set of steps that
concern stations, but not the depots (first and last step). Similarly to the routing
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Table 3: Variables of the step model.
Name
route
service

Dimension
[K, V]
[K, S, V]

Domain
Sd
[−Cmax , Cmax ]

activity

[K, S, V]

[0, Cmax ]

load
time

[K, V]
[K, V]

[0, cmax ]
[0, t̂max ]

processing
nbBikes

[K, V]
[K, S]

[0, u]
[0, Cmax ]

Description
stop of vehicle v ∈ V at step k ∈ K
removed/added bikes at station s ∈ S
by vehicle v ∈ V at step k ∈ K
movements at stop s ∈ S
by vehicle v ∈ V at step k ∈ K
load of vehicle v ∈ V after step k ∈ K
time when vehicle v ∈ V arrives at station
at step k ∈ K
processing time at k ∈ K of vehicle v ∈ V
bikes at stop s ∈ S after step k ∈ K

Table 4: Constraints of the step model. The annotations on the right state which
constraints are part of which problem setup: CityBike Wien [V], Mixed benchmarks
[M], and Citibike NYC [N].
Initialization
route 0,v = D
load 0,v = b̂v
service 0,s,v = 0
time 0,v = 0
nbBikes 0,s = bs
Routing
route K,v = D
reg(DS*D*, route ·,v )
gcc(route ·,· , [[0, M ], . . . , [0, M ]])
Balancing
activity k,s,v = |service k,s,v |
(activity k,s,v > 0) ⇔ (route k,v = s)
atleast(activity k,v , 0, SP− 1)
load k+1,v = load k,v + s∈S service
k+1,v,s
P
nbBikes k+1,s = nbBikes k,s − v∈V service k+1,v,s
load K,s,v = 0
service K,s,v = 0
service k,s,v ≥ 0
service k,s,v ≤ 0

∀
∀
∀
∀
∀

v∈V
v∈V
s ∈ S, v ∈ V
v∈V
s∈S

[Instances]
[V,M,N]
[V,M,N]
[V,M,N]
[V,M,N]
[V,M,N]

∀v∈V
∀v∈V
∀v∈V

[V,M,N]
[V,M,N]
[V,M,N]

∀ k ∈ K, s ∈ S, v ∈ V
∀ k ∈ K, v ∈ V, s ∈ S
∀ k ∈ K, v ∈ V
∀ k ∈ K−1 , v ∈ V
∀ k ∈ K−1 , s ∈ S
∀ s ∈ S, v ∈ V
∀ s ∈ S, v ∈ V
∀ k ∈ K, v ∈ V, s ∈ S :
bs − ts ≤ 0
∀ k ∈ K, v ∈ V, s ∈ S :
bs − ts ≥ 0

[V,M,N]
[V,M,N]
[V,M,N]
[V,M,N]
[V,M,N]
[V,M,N]
[V,M,N]
[V]

Time
time k,v ≤ time k+1,v
∀ k ∈ K−1 , v ∈ V
(route k1,v1 = route k2,v2 ∧ route k1,v1 6= D) ⇒
∀ k1 , k2 ∈ {1..K − 1}
unary([time k1,v1 , time k2,v2 ],
[processing k1,v1 , processing k2,v2 ])
v1 , v2 ∈ V, v1 6= v2
time k+1,v = time k,v + processing k,v
+travelTime route k,v ,route k+1,v
∀ k ∈ K−1 , v ∈ V
Objective
deviation sP
= |nbBikesK,s − ts | P
P ∀s ∈ S
cost = w1 s∈S deviation s + w2 ( v∈S time K,v + k∈K,s∈S,v∈V activity k,s,v )

[V]

[V,M,N]
[V,M,N]
[V,M,N]
[V,M,N]
[V,M,N]
[V,M,N]

model, we only search on the route and service variables employing the branching
strategies described in Section 3.3.

3.2.2 Constraints.
All constraints are summarized in Table 4. First, we set up the initial state at step
k = 0: the first stop of the route of each vehicle v is the depot, and the initial load
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of v equals b̂v . The initial service is zero, as well as the initial time, and the initial
number of bikes at station s equals bs .
Second, we continue with the routing constraints. Since the routing variables
incorporate the successors in each route, fewer constraints are necessary with respect to the routing model. At the beginning, we state that the last stop has to
be the depot. Then, if the depot has been reached at step k, then the vehicle has
to stay at the depot in step k + 1. This is modeled through a regular expression
DFA-based constraint imposing that the “visits” to depots must be located in the
tail of the route. Furthermore, although it is not strictly necessary, for the sake of
comparability with the routing model, we restrict the number of possible visits at
each station to M by imposing that a station must appear at most M times as a
value of the route variables, using a global cardinality constraint (gcc).
Third come the balancing constraints. The activity at station s for vehicle v
at step k is constrained to be always equal to the absolute value of the respective
service. Then, we link the route and activity variables. Next, every vehicle v ∈ V is
set to only perform actions on at most one station at each step k, thus the activity
is zero in at least S −1 station, which we express with an atleast constraint. Then,
we update the load of vehicle v after servicing a station at step k + 1 as well as
the number of bikes at station s. For the final state, we constrain the load of each
vehicle to equal zero and the service at the depot has to be zero. Finally, come
the monotonicity constraints (“sink” and “source” stations): those stations that
need to receive bikes to reach their target value must have positive services, while
stations from which bikes need to be removed to reach their target value, must
have negative services.
We continue with the time constraints. First, we state that time is always incremental. Then, we state that two different vehicles cannot operate in the same station at the same time. Finally, we restrict the time at which vehicle v arrives at the
station it services at step k + 1, where the expression ‘travelTime route k,v ,route k+1,v ’
is expressed by an element constraint.
Finally, we define the objective variables similarly as in the routing model.
Table 5 summarizes the dimensions of the step model as a function of the input
size.

3.3 Branching Strategies
We have implemented two different branching strategies on both models. Here we
describe their logic and the conditions for employing them.
The “cost-wise” strategy (Figure 5) cycles through the available vehicles, assigning, at each turn, first the service and then the successor of the last station
in the route of the selected vehicle (except for the initial depot, where the service
is fixed, Figure 5a). Both the service (Figures 5b and 5d) and the successor (Figures 5c and 5e) of each station are chosen so as to greedily optimize the objective
function. To do so, the strategy always chooses the service which maximizes the
balancing, and then chooses the successor that can yield the highest balancing
at the next step, consistently with the current load of the vehicle. As a consequence of using this branching strategy, in the run depicted in Figure 5, the solver
achieves a final unbalance of 14 in 10 steps (some of them have been omitted for
brevity). This brancher typically obtains very good solutions, but can generate a
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Table 5: Dimensions of the CP models as a function of the number of vehicles V ,
the number of stations S + D, the number of steps K, the number of visits M ,
and the time budget t̂v . Constraints are given as the total number plus a specific
account of different constraint types.
Dimension
Overall number of variables
Number of fixed variables
Size of the largest domain
Overall number of
constraints

Routing Model
12V + 6SM + 6 + 12
8V + S + 7
max{t̂v + 1, 2V + SM + 2}
25V + 14SM + 4S + 24

circuit constraints
element constraints
iff constraints
imply constraints
linear constraints
counting constraints
unary constraints
reg DFA constraints

2
11V + 8SM + 11
SM
—
4SM + S + 4
—
S
S on Σ = {0, 1}

Step Model
2KSV + 4KV + KS + 4K
3SV + 4V + S
max{t̂v + 1, S + D}
3KSV + 3SV + 4KV + KS
+K(K − 1)/2 · V (V − 1)/2
+6V + 1
—
(K − 1)V
KSV
(K − 2)2 V (V − 1)/2
2(K − 1)V + (K − 1)S + S + 3
V (K + 1)
K(K − 1)/2 · V (V − 1)/2
V on Σ = Sd

great number of failures if the vehicles are required to be empty at the end of their
service. This happens because, when behaving greedily, it is often necessary to do
a lot of backtracking in order to obtain a solution with empty vehicles at the end.
The “feasibility-wise” strategy (Figure 6) does not aim at optimizing the objective function. Instead, it attempts to obtain a feasible solution fast, by taking
advantage of a simple invariant. After every branching step (which corresponds to
extending a route by two legs), the load of each vehicle must be zero, so that the
vehicles can always choose to go back to the depot, yielding a feasible solution.
This allows to always satisfy the constraint requiring the vehicles to be empty before returning to the depot. To do so, the strategy considers all the pairs of nodes
whose unbalance is complementary, and chooses the one whose mutual rebalancing
would be maximal. Thus, at each single branching step, two successors and two
services are fixed (Figures 6a, 6b, and 6c). This, of course, is a restriction over
the initial problem ò formulation, i.e., this branching strategy does not explore
the whole search space. Nevertheless, this is an appropriate brancher to find a
reasonably good initial solution, or for priming a heuristic search strategy (such
as LNS, described in then next Section) procedure, when the formulation requires
that the vehicles be empty at the end of the service. As a consequence of using
this branching strategy, in the run depicted in Figure 6, the solver achieves a final
unbalance of 36 in only 4 steps.

4 Large Neighborhood Search
Large Neighborhood Search (LNS) [11, 18] is a local search metaheuristic based
on the observation that exploring a large neighborhood, i.e., perturbing a significant portion of a solution, typically leads to higher quality local optima than the
ones obtained with small perturbations. While this is an undoubted advantage in
terms of search performance, it does not come without a price as exploring a large
neighborhood structure can be computationally impractical. For this reason, LNS
typically employs filtering techniques that allow to keep the neighborhood size
under control by removing unfeasible solutions. In particular, large neighborhood
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(a) Set (service and) successors of depot.

(b) Set service of vehicle 1’s last station.

(c) Set successor of vehicle 1’s last station.

(d) Set service of vehicle 2’s last station.

(e) Set successor of vehicle 2’s last station.

(f) Vehicles retuning to depot.

Fig. 5: Illustration of the “cost-wise” brancher operations.
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(a) Two complementary nodes matched.

(b) More complementary nodes matched.

(c) More complementary nodes matched.

(d) Both vehicles return to the depot.

Fig. 6: Illustration of the “feasibility-wise” brancher operations.

exploration has been successfully coupled with constraint-based propagation for
tackling complex routing problems such as VRP with time windows [2, 15].
The customary way of specifying a large neighborhood is to define two steps:
i) a destroy step that takes a solution and relaxes a number d (the destruction
rate) of its variables, and ii) a repair step that takes the relaxed solution and
reconstructs a feasible solution by assigning the free variables, usually through a
greedy heuristic or an exhaustive search. Of course, different values of d originate
different neighborhoods and imply different search efforts. For instance, at the most
extreme cases, when d is equal to the number of decision variables, the original
solution is completely replaced by a new one and local information is lost, while, if d
is small, most of the solution is retained, and only a small neighborhood is explored.
Note that, in the first case, the approach is performing classical branch & bound.
By adapting d during the solution process, e.g., based on the search performance,
it is possible to encode more sophisticated behaviors, such as stagnation avoidance.
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In our work, the LNS setup is very similar for both CP models, however some
components (in particular the destroy step and acceptance criterion) are modelspecific because they depend on the meaning of the decision variables or on the
branching strategy. We defer the description of these model-specific components
to the last part of this section.
Solution initialization. The initial solution is obtained by a tree search with a
custom branching strategy tailored for each model. The idea behind this strategy
is to choose the station and the amount of service that will reduce most the
unbalancing. Search is stopped after finding the first feasible solution.
Repair step. Similarly to the initialization, the repair step consists of a branch
& bound tree search with a time limit, subject to the constraint that the next
solution must be of better quality than the current one. The search starts from
the relaxed solution and the time budget is proportional to the number of free
variables (tBAB ·nf ree ) in it. The tree search employs the same branching strategy
used for solution initialization.
Acceptance criterion. Our implementation of the algorithm supports various
different acceptance criteria, described in the following.
Accept improvement (strict): A repaired solution xt is accepted if it strictly improves the previous best xbest . If the repair step cannot find a solution in the
allotted time limit, then an idle iterations counter ii is increased. When ii
exceeds the maximum number of idle iterations iimax , d is updated.
Accept improvement (loose): A repaired solution xt is accepted if it is equal or
improves the previous best xbest , i.e., sideways moves are allowed. If the repair
step cannot find an improving solution in the allotted time limit, then the idle
iterations counter ii is increased (an equivalent solution does not constitute an
improvement). When ii exceeds the maximum number of idle iterations iimax ,
d is updated.
Simulated annealing (SA): First, we draw a number p ∼ U(0, 1) uniformly at
random, then we compute the allowed cost increase of the new solution as
∆ = −(t ln p) (reversed SA rule), where t is the typical temperature parameter
in SA. The temperature t is updated as t = t · λ, with 0 < λ < 1 after ρ
solutions have been accepted at such temperature. Once ∆ has been computed,
we use it to bound the cost of the relaxed solution, and we accept whatever
solution results from the branch & bound step. If the repair step cannot find an
improving solution in the allotted time limit, then the idle iterations counter
ii is increased. When ii exceeds the maximum number of idle iterations iimax ,
d is updated.
d update. The destruction rate d evolves during the search in order to implement
an intensification / diversification strategy and to avoid stagnation of the search.
In our implementation, at each step its value is updated as follows
(
min(d + 1, dmax ) if xt > xbest and ii > iimax
d=
(3)
d = dinit
otherwise
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where ii is current the number of idle iterations performed with destruction rate
d, and iimax is the maximum number of such iterations. This update scheme will
increase the radius of the neighborhood to allow solution diversification when the
repair step cannot find an improving solution in a given neighborhood. When a
new best solution is found, the original initial neighborhood radius is reset, so that
the exploration of the newly discovered solution region is intensified. When d is
updated, the counter ii is reset. If d = dmax and the maximum number of idle
iterations have been used, the search restarts by perturbing the solution with a
d = 2dmax destruction rate.
Stopping criterion. We allow the algorithm a given timeout, when the time is
up, the algorithm is interrupted and the best solution found is returned.
Destroy step. As mentioned before, the destroy step is the only model-specific
component of our implementation. In fact, this is the most relevant aspect of LNS
since it requires a careful selection of the variables that have to be relaxed in order
to avoid unmeaningful combinations.
Routing model : the relaxed solution is generated by selecting d · |Ri | stations
from each route Ri and resetting the succ, service, and vehicle variables of
these stations to their original domains. Moreover, also the succ variable of the
stations preceding the relaxed ones are freed to allow for different routes. Note
that since we are considering also these variables, the final fraction of relaxed
variables is in fact greater than d.
P
Step model : the relaxed solution is produced by selecting d · i |Ri | internal
nodes (i.e., excluding the depots) from all the routes and resetting the route
and service variables.

5 Test instances
We assess our approach on three large benchmark sets of instances from realworld bike sharing systems. First, we consider test instances from CityBike Wien
(Vienna, Austria) which are the test instances used in our previous work [8, 9].
Second, we consider a set of “mixed” instances from [6] that constitute a problem
collection from bike sharing systems in Italy, Canada, the USA, Ireland, Mexico,
Argentina and Brazil. Third we solve instances from the bike sharing system in
New York City, Citibike NYC.
Each benchmark set considers a variation of the BBSS problem, therefore the
constraint models from Section 3 need to be adjusted to each benchmark set. This
is easily done, as we will show in the following sections, where we present each
benchmark set with its problem setup in more detail. The ease of adapting the
models to a particular problem setting demonstrates the advantage of using an
approach such as Constraint Programming for balancing bike sharing systems.
For all benchmark sets, we employ the instance format defined by the ADS
group at the University of Technology, Vienna (ADS-TU Vienna) and the Austrian
Institute of Technology (AIT) that was designed for representing problem instances
for CityBike Wien. We refer the reader to [12] for a complete description of the
format and all its variants.
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5.1 CityBike Wien Benchmark Set
CityBike Wien is a private company funded by the city of Vienna that provides
free bicycles for registered users through their bike sharing system. In 2013, it
provided 1, 300 bicycles over 111 stations, servicing over 450, 000 customers and is
constantly expanding due to increasing demand.
The test instances are based on real world data for 92 stations, including station
capacity, fill levels (for different points in time), geographic coordinates and traveling times between stations. The test set contains instances of S ∈ {10, 20, . . . , 90}
stations, where the candidate stations are selected randomly from the 92 stations
and 664 artificial stations. The demands of the stations have been estimated according to a statistical model described in [16]. All instances are available online
at the web page of ADS-TU Vienna [12].
The problem setup of the CityBike Wien benchmarks corresponds to the problem formulation from Section 2, therefore it does not require any change of the
constraint models from Section 3.

5.2 Mixed instances Benchmark Set
The “mixed” benchmark set contains 22 problem instances from various bike sharing systems from 7 different countries. They have been presented in [6], whose authors have collected the instances in cooperation with the respective bike sharing
providers. The instances are available online at [7].
The problem formulation employed in [6], differs considerably from ours. First,
all the instances can achieve full balancing, which is a hard constraint. As a consequence, the number of vehicles and travel time is part of the objective (and
sought to be minimized). This is an interesting perspective, since it allows to plan
strategical decisions, e.g., whether to buy new vehicles or hire additional personnel.
In order to adapt the instances to our problems, we converted them to the
BBSS format, and adjusted the constraint models. In particular, we added, to the
service time component of the cost, the time to move the bikes between vehicles
and stations. Intuitively this time is variable, and depends (roughly) linearly on
how many bicycles are transferred during the service. In our setup, we assumed
the transfer time for a single bike is 1 minute. Note that in the CityBike Wien
setup, this was handled by adding a constant to the traveling times between the
various stations.

5.3 Citibike NYC Benchmark Set
Citibike NYC is a privately owned public bike sharing provider for parts of New
York City and is the biggest bike sharing provider in the US with ∼ 330 stations
and 4, 300 bikes in 2013. Users who purchase a daily, weekly, or yearly pass can
use bikes for up to 45 minutes per ride.
The 180 instances have been derived from historical data that has been collected by querying, for 6 months, a web service3 that Citibike NYC has made
3

Citibike NYC Web Service: http://citibikenyc.com/stations/json
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available in May 2013, which allows to know, at any time, what is the state of
the system. The historical data include the station load, station capacity, address,
and geographical coordinates of the station. The instances are based on network
snapshots from September 2013. The traveling times between stations have been
calculated through the Google Maps distance API4 , the demand has been derived
from distributions over a large set of snapshots and one of the central stations have
been considered as a depot (since there was no explicit information about the real
location of the depot). We refer the reader to [19] for a detailed description of
how the Citibike NYC instances have been generated. The instances as well as the
instance generator are publicly available, respectively at [21], and [20] under the
permissive MIT license.
As for the problem setup of Citibike NYC, we use a similar setting as for the
Mixed benchmarks. Additionally, we dropped the monotonicity constraint, which
was a requirement of CityBike Wien that, in our understanding, overconstrained
the problem unnecessarily. Without monotonicity, it is possible for a vehicle to
increase the local unbalance of a station, provided that this is accompanied by an
opposite decrease of the global unbalance. This gives more freedom to branch &
bound regarding the setting of the model variables.

6 Experimental Evaluation
In this section we report and discuss the experimental analysis of the algorithms.
All the experiments were executed on an Ubuntu Linux 13.10 machine with 16
Intel Xeon CPU E5-2660 (2.20GHz) cores. For fair comparison, both the CP and
the LNS algorithms were implemented in Gecode (v 4.2.1) [10]. The LNS implementation consists of a specialized search “meta-engine” built upon the Gecode
framework. The allowed running time for the different approaches is normally 30
minutes except on the CityBike Wien instances where the time limit is raised to
60 minutes for a fair comparison with other approaches.
In all experiments vehicle capacity was set to 20 bicycles and, except on CityBike Wien instances where the time budget varies with the instance groups considered, for all experiments the time budget t̂v has been set to 360 minutes for all
vehicles. Finally, according to [13], w1 and w2 objective weights have been set to
w1 = 1 and w2 = 10−5 .

6.1 Tuning of LNS parameters
The parameters of our LNS approach have been tuned, for each benchmark set,
by running an F-Race [3] with a confidence level of 0.95. Because of the high
computational effort, experiments for the races were run for 15 minutes. Table 6
summarizes the best parameter setups for the various benchmark sets.
4
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Table 6: Best parameter setups for LNS, by model and benchmark set.
Parameter (↓)
Instance set (→)
Time per var. (tBAB )
Max. idle iter. (iimax )
Max dest. rate (dinit )
Max dest. rate (dmax )
Acceptance
Start temp. (tinit )
Cooling rate (λ)
Neighbors accepted (ρ)

V
350 ms
30
2
20
loose
-

Routing
M
175 ms
50
2
20
loose
-

N
175 ms
50
2
20
loose
-

V
350 ms
18
2
10
SA
100
0.98
15

Step
M
340 ms
30
2
10
loose
-

N
340 ms
30
2
10
loose
-

6.2 Models analysis
The first set of experiments aims at analyzing the two CP models in different
variants and to compare them. We want to examine what is the impact on the algorithms of some modeling assumptions that were introduced either in the original
BBSS model of [13] or in our previous works on the models [8, 9]. In particular,
we consider the following alternatives: i) a relaxation of the assumption that the
vehicle must arrive empty at its final depot, ii) a relaxation on the monotonicity
constraint on station service, iii) the possibility of visiting a station twice.
Table 7 shows the different variants of the CP models that have been analyzed
in these experiments. A full factorial experiment (i.e., all the possible combination
of settings) have been conducted on these factors on both the routing and the step
model. The solvers have been run on a subset of instances of the Citibike NYC
benchmark set. We select one instance from the benchmark set for each size value
in {40, 80, . . . , 240}, and we solve it with 2, 4, and 6 vehicles.
Besides the cost values of the solutions found by the solver we record other
metrics such as the number of (strictly improving) solutions found, the number
of search nodes explored, the number of failures (i.e., backtracks), and the number of propagations. Results are reported in Figures 7–11. They are summarized
in form of box-plots showing the distribution of the values of the metric under
consideration against the instance size. Moreover, the facets on which the results
are aggregated will highlight the influence of those specific factors on the metric
considered. In all plots, the outcomes are discerned on the basis of the CP model:
the pink (leftmost) box-plot refers to the routing model, whereas the turquoise
(rightmost) box-plot is for the step model.
Looking at the graphs, the first thing to notice is that imposing the monotonicity constraints consistently reduces the number of solutions that can be found
Table 7: Different variants of the analyzed models, where [A] corresponds to [13]
and [B] to [9] and [C] to [8].
Original setting in [A,B,C]
Forbid load at final depot
Monotonic service
One visit per station

Alternative setting
Allow load at final depot
Non monotonic service
Two visits per station
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Fig. 7: Number of solutions found (pink (left) box-plot for routing, turquoise (right)
box-plot for step).
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Fig. 8: Percentage of improvement over initial unbalance (pink (left) box-plot for
routing, turquoise (right) box-plot for step).

by the routing model, while lifting the distributions for the step model (Fig. 7),
whereas relaxing the constraint on the final vehicle load has a smaller impact on
this metric. However, from Figure 8, that reports the percentage of improvement
with respect to the initial stations unbalance, it is possible to see that the presence
of the vehicles final load constraints has a deeper impact on the routing model,
helping the search to move towards bigger improvements. Conversely, the step
model is almost completely agnostic with respect to these constraints.
A further interesting analysis concerns the impact of the modeling variants
on the number of propagations and the number of backtracks. It is clear from
Figures 9 and 10 that there is only a limited influence of the vehicle final load
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Fig. 9: Number of propagations (pink (left) box-plot for routing, turquoise (right)
box-plot for step).
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Fig. 10: Number of failures (backtracks) over number of visited nodes (pink (left)
box-plot for routing, turquoise (right) box-plot for step).

constraints on both metrics, whereas the most influential factor is the presence of
monotonicity constraints.
Finally, we analyze the impact of allowing more than one visit of the same
node. Given the major influence of the monotonicity constraints, we just aggregate results with respect to this facet. In Figure 11 we report the percentage of
improvement with respect to the initial stations unbalance. It is possible to see
that allowing more than one visit is detrimental in terms of solution quality.
The outcome of this analysis served us for deciding the model variants to be
used in the following experiments. Given that the vehicles final load constraints
have almost no influence on solution quality and that there is no gain in allowing
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Fig. 11: Percentage of improvement when varying maximum number of visits of the
same node (pink (left) box-plot for routing, turquoise (right) box-plot for step).

more than one visit, in the following experiments we will fix these settings to a
single visit per node and not allowing final load at the ending depot. Concerning
monotonicity, we will experiment on the Mixed and Citibike NYC benchmark sets
with different settings.

6.3 Comparison with other methods
In this second experiment, we compare our CP and LNS solution methods with
the state-of-the-art results of [13], who solved the CityBike Wien set of instances
using a Mixed Integer Linear Programming solver (MILP) and a Variable Neighborhood Search (VNS) strategy. In their setting the monotonicity constraints are
mandatory, therefore we also enable them in both models. Furthermore, in order
to use the same experimental settings as in [13], we let our algorithm run for one
hour.
The result of the comparison are reported in Table 8. The reported results in
each row are averages over 150 instances, grouped by size, number of vehicles and
the total available time for the vehicles. Cells marked with a dash refer to instance
classes for which the algorithm cannot reach a feasible solution within a hour.
We first proceed in comparing approaches belonging to the same family of
methods: i.e., exact / heuristics. As for the exact methods (namely the two CP
variants and MILP), it is possible to observe that the CP models consistently reach
better results than MILP for mid- and big-size instances (S ≥ 30). Moreover they
are able to find at least one solution on instances for which MILP was not able to
find any result. In these settings, the routing model performs better than the step
model.
Moving to the comparison of heuristic methods, the clear (and overall) winners
are the VNS procedures [13]. Nevertheless, it is possible to notice that LNS is
further improving over the solutions found by CP, justifying its use on this problem.
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Table 8: Comparison of our CP and LNS approaches with the MILP and the
best VNS approach of [13]. Results are organized per approach families: exact
approaches / heuristic approaches. Values in boldface show the best overall result
per family.
Instance
features
S V t̂
10 1 120
10 1 240
10 1 480
10 2 120
10 2 240
10 2 480
20 2 120
20 2 240
20 2 480
20 3 120
20 3 240
20 3 480
30 2 120
30 2 240
30 2 480
30 3 120
30 3 240
30 3 480
60 3 120
60 3 240
60 3 480
60 5 120
60 5 240
60 5 480
90 3 120
90 3 240
90 3 480
90 5 120
90 5 240
90 5 480

CP
MILP
LNS
VNS
Routing
Step
Bounds
Routing
Step
f
f
ub
lb
f
f
f
28.3348 28.3348 28.3348 28.3348 28.3348 28.3348 28.3348
4.6027
6.2027
4.2694
0.0042
4.2028
4.3361
4.2694
0.0032
4.3363
0.0033
0.0028
0.2699 0.0032
0.0032
10.6026 10.6026
9.8027
9.4377
10.2027 10.6026
9.9360
0.0034
4.0033
0.0034
0.0032
0.2701 0.0034
0.0034
0.0032
4.6032
0.0033
0.0028
0.2699
0.2033
0.0032
58.0029 57.8696 55.8029 26.4201
56.2029 55.9363 55.3363
11.6057 12.0057
19.7388
0.0038
4.9391
6.2724
4.2058
6.2062
6.8063
1.8091
0.0036
0.8729
0.6731
0.0061
42.0041 41.4041 37.3376
1.3478
34.0043 34.5376 31.7376
7.9398
8.1399
6.1408
0.0040
0.8066
0.2067
0.0065
8.2732
8.4733
13.3419
0.0032
0.8063
0.4067
0.0061
112.3362 111.6029 106.9363 55.9491 106.2030 105.8697 104.7363
48.0726 47.6726
74.9389
0.0049
39.8060 40.6726 34.6061
7.8095
8.0764
69.7407
0.0046
1.3428
0.1430
0.0093
91.9375 89.6042
90.4042 16.3045
82.7377 80.8710 78.1377
20.0751 19.4085
61.6072
0.0046
11.9419 12.4085
7.0752
7.4099
8.8766 175.4000
0.0002
1.0763
0.4099
0.0093
270.6710 273.0042 274.2710 157.3735 263.2711 264.2710 253.8046
163.3423 171.5424 370.2000
0.0000 151.2091 147.5426 126.7428
40.0175 37.9508
–
–
28.3508 21.8841
6.6176
250.2735 250.7401 289.2711 34.6978 217.6070 211.9405 196.6075
104.2144 125.0811 370.2000
0.0000
92.5478 63.8813 41.4816
22.9547 36.8216
–
–
16.0219
3.8210
0.0190
466.0043 470.7376 492.2032 290.5999 453.9378 452.3378 441.6047
343.1426 359.6760 566.2667
0.0000 327.1427 319.0095 294.4765
172.5516 177.7517
–
– 164.6182 135.8851 100.9522
428.6736 436.2736 566.2667
0.0000 402.4071 393.7406 376.0743
265.9483 304.3482
–
– 253.9482 206.4820 174.2157
102.2955 95.0287
–
– 127.8287 20.0954
1.4285

6.4 Results on Mixed instances
This sections reports the results obtained by our approaches on the Mixed instances.
In Figure 12 for each model (routing/step) and each solution method (CP/LNS)
we plot the running times needed for finding the final solution against the instance
size. It is possible to notice that, in general, CP models usually do not improve
much their solution with time. This might suggest that a restarting strategy (possibly with some randomization component in the branching strategy) could be
beneficial for these solvers in order to mitigate this behavior. Conversely, LNS
solvers exploit better the time at their disposal, improving their solution also in
the long-run.
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Fig. 12: Time for finding the best solution for CP and LNS (pink (top) box-plots
for routing, turquoise (bottom) box-plots for step).

Table 9 shows the results on each instance of the benchmark set, where the
number of vehicles has been fixed to be adequate to the instance size. From the
table, it is clear that the two models have similar performances, however the step
model sometimes attains better results. This is explainable with the fact that the
monotonicity constraint is active, thus damaging the performance of the routing
model, while enhancing that of the step model, consistently with the findings in
Section 6.2.

6.5 Results on Citibike NYC instances
This sections reports the results obtained by our approaches on a set of Citibike
NYC instances. Table 10 shows the results grouped by instances size, while the
number of vehicles has been fixed to be adequate to the instance size. From the
table, it can be noticed that the routing model consistently outperforms the step
model, both in the pure CP formulation and using the LNS strategy, although the
differences are never particularly large. The superiority of the routing model on
these instances can be explained by the fact that in these experiments we dropped
the monotonicity constraint, thus the result is again consistent with the findings
of the comparative analysis of Section 6.2.

7 Conclusions
In this paper, we studied the application of Constraint Programming to solve the
problem of balancing bike sharing systems (BBSS). We formulated two constraint
models, incorporated them in a Large Neighborhood Search (LNS) approach and
assessed the exact and heuristic approaches on three large sets of real-world benchmarks. In particular, our contributions are the following:
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Table 9: Evaluation of our solution approaches on the Mixed instances. Results are
organized per approach families: exact approaches / heuristic approaches. Values
in boldface show the best overall result per family.

Instance
Bari
Reggio Emilia
Parma
Bergamo
Treviso
La Spezia
Buenos Aires
Ottawa
San Antonio
Brescia
Roma
Madison
Guadalajara
Dublin
Denver
Rio De Janeiro
Boston
Torino
Toronto
Miami
Ciudad Del Mexico
Minneapolis

S
13
14
15
15
18
20
21
21
23
27
28
28
41
45
51
55
59
75
80
82
90
116

V
2
2
2
2
2
2
2
2
2
2
2
2
4
4
4
4
4
4
4
4
4
4

CP
Routing
Step
f
f
20.00
20.00
28.00
28.00
16.00
16.00
15.00
15.00
15.00
15.00
3.00
1.00
15.01
11.01
1.00
1.00
40.00
40.00
38.00
38.00
66.01
66.00
8.00
8.00
44.00
44.00
64.01
64.00
35.01
35.00
81.01
81.00
16.01
16.01
37.01
37.01
10.01
14.01
184.01
184.00
87.01
87.01
92.01
92.01

LNS
Routing
Step
f
f
20.00
20.00
28.00
28.00
16.00
16.00
15.00
15.00
15.00
15.00
1.00
1.00
14.01
9.01
2.00
1.00
40.00
40.00
38.00
38.00
66.01
66.00
8.00
8.00
44.00
44.00
64.01
64.00
35.01
35.00
81.01
81.01
17.01
16.01
41.01
37.01
23.01
13.01
184.01
184.01
102.01
92.01
92.01
286.00

Table 10: Evaluation of our solution approaches on the Citibike NYC instances. Results are organized per approach families: exact approaches / heuristic approaches.
Values in boldface show the best overall result per family.
Instance
features
S
V
40
2
80
4
120
6
160
6
200
6
6
240

CP
Routing
f
131.14
271.90
299.10
337.20
319.80
551.57

Step
f
131.17
275.50
306.30
344.53
326.60
559.23

LNS
Routing
Step
f
f
131.16
131.17
271.57
275.50
298.97
306.37
337.07
344.53
319.67
326.60
551.57
559.23

Our first contributions are the two different constraint models for the BBSS: the
routing model and the step model. The routing model incorporates a vehicle routing
perspective of the problem, while the step model incorporates an AI planning
perspective. For both models, we presented new and improved formulations and
branching strategies. We studied their differences in an empirical evaluation, where
we observed the strengths and weaknesses of each formulation. In our experimental
evaluation, we saw that both constraint models outperform the state-of-the-art
exact approach on medium-sized and large problem instances.
Second, we proposed a Large Neighborhood Search (LNS) strategy for the
BBSS (one for each model) that exploits constraint propagation as a way to reduce
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the neighborhood size. In our empirical evaluation, we observed that the LNS
approach –compared to the pure CP approach– is particularly powerful on larger
instances, where it better exploits the time budget at its disposal, independent
from the constraint model. Furthermore, the LNS approach demonstrated to be
competitive with the state-of-the-art, finding good solutions even within a short
timeout.
Our third contribution lies within the vast amount of real-world problem instances and problem setups that we are able to solve with our approaches. Since
for each benchmark set, the problem side constraints differ, the constraint models
need to be adjusted to each problem formulation. We showed how this can easily be achieved by omitting or adding constraints to the respective model. This
flexibility and portability is one of the great benefits of a constraint formulation
and demonstrates the advantage of applying Constraint Programming to balance
bike sharing systems. In fact, it shows that our CP approaches can be successfully
applied to many different bike sharing providers.
For future work, we want to consider the dynamic variant of BBSS, where the
bike sharing system is balanced at daytime, when users are employing the system,
and thus the bike stations load and demand change over time.
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